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Abstract. Norm-aware agents are able to reason about the obligations, permis-
sions and prohibitions that affect their operation. While much work has focused
on the creation of such norm-aware agents, less effort has been placed on en-
abling system designers and users to understand the interactions between norms.
Providing designers with such an understanding can aid in eliminating redundant
norms and errors in norm specifications, while enhancing user understanding can
increase the trust placed in a system. In this paper we make use of conceptual
graph based semantics to provide a graphical representation that is designed to
enhance the understanding of the interactions between different types of norms.
More specifically, permissions derogate obligations and prohibitions, and the lat-
ter two norm types interact by conflicting with each other. Tracking these inter-
actions in standard symbolic norm representations is difficult given a large set of
norms, yet our work allows for the easy understanding of whether a permission
causes obligation or prohibition derogation.

1 Introduction

Understanding and controlling the behaviour of agents in open multi-agent systems is,
as has often been asserted, a particularly hard problem. The natural autonomy of the
agents, and the unpredictability derived from allowing agents from different sources to
be included in an open system, suggests that there must be some means to encourage
beneficial outcomes from such systems. Norms have been proposed as a mechanism by
which agents can have some expectations of the behaviour of others while still retaining
autonomy of action. Specifically, norms, in the form of obligations, prohibitions and
permissions, state what is to be expected from agents without the assumption that those
expectations will always be met — norms can be violated.

However, even where norms are effectively enforced, and individually well under-
stood, this does not mean that a system as a whole will have predictable behaviour.
In part, this is because multiple norms can interact, collectively placing complex ex-
pectations on agents. In addition, individual norms are often applicable only in given
circumstances, rather than over the course of the system lifetime, so examining norms
in isolation from a running system may not help to understand the actual exhibited be-
haviour. Combining these two points, we may observe an agent apparently violating an



obligation, but actually being exempted from that obligation by a permission that ap-
plies in those particular circumstances. In consequence, we require a means to interpret
the effect of multiple interacting norms on an agent during system execution.

The final, and possibly largest, obstacle to interpreting how a multi-agent system
is being affected by multiple norms is the form of the norms themselves. In order to
correctly reason about and act on norms, such norms must be encoded in some un-
ambiguous form. To this end, most approaches consider norms as logical statements
or abstract data structures using encoded domain-based knowledge. However, from the
perspective of a user, particularly a non-technical user, attempting to understand how a
system is being affected by interacting norms, this is an entirely unhelpful format for
explanation.

In order to overcome these obstacles, we propose a graph-based representation of
norms that must satisfy a number of requirements, including being easily understand-
able by non-experts. Visual representations can aid designers in simplifying a complex
set of norms, and can help users interpret the status of a normative system; our focus
in this paper lies in supporting these aspects relating to aid for designers and users.
Critically, therefore, our representation must be semantics preserving in that there must
be a sound and complete translation between the textual and graphical norm represen-
tations. In this sense, operations on norms should also be applicable to their graphical
representation. By assigning a tree structure to norms, we can perform norm interpre-
tation through tree path traversal, and the problem of reasoning about the status of a
norm (that is, whether it is violated or complied with) becomes one of detecting homo-
morphisms in our graph structures. More generally, this work enables both the structure
of a norm and its underlying representation to be illustrated graphically, so that norm
reasoning translates directly into operations on the graphical representation, making our
representation suitable for all stages of knowledge representation and reasoning.

In this paper, we describe an approach to aiding users in understanding how inter-
acting norms affect the behaviour of agents in a running system. With regard to norm
interaction, we focus on a particular issue: derogation [12], whereby permissions in-
teract with obligations to exempt agents from some of their obliged behaviour under
particular circumstances. For example, consider an obligation on a mechanic to repair
a car by some specific date. If the car is not repaired by that date, then the mechanic
has violated the obligation. However, if a permission has been given to the mechanic to
repair the car by some later date, then the mechanic is able to ignore (i.e. not comply
with) the original obligation without being considered in violation of it. The permission
has thus derogated, or temporarily cancelled, the obligation. However, if the permission
is removed, then the mechanic is viewed as having violated the original obligation.

To allow derogation to be detected and understood within a running system, we
build on two pieces of work. First, we use a norm model that makes explicit the cir-
cumstances under which norms apply [10], in such a way that we can detect at run-
time which norms may interact. Second, we encode this norm model in a graph based
representation (a tree) in which nodes at each level map to one part of the correspond-
ing condition for that level in the norm. Last, we employ conceptual graphs [?] as a
means of representing norm conditions graphically, and provide a mapping from the
norm model to this representation. Conceptual graphs have a formal semantics, and



their graph based representation makes them well suited to depicting information that
has structure and interconnections. Moreover, labelled graph homomorphism between
two conceptual graphs has been shown to be sound and complete with respect to set
theoretic semantics for a subset of First Order Logic. This ensures the semantic foun-
dations of our graph based reasoning and, by colouring the graphs, we can also show
how the norms’ effects and interactions change as the system runs. In earlier work [3],
we described how individual obligations can be represented graphically, and how the
status of these obligations can be determined. Here, we extend this basic work to take
into account the possibility of permissive norms, and show how interactions between
norms (namely a permission derogating an obligation) can be detected and visualised.

The remainder of this paper is structured as follows. In the next section, we provide
an overview of our normative model, after which we provide a brief introduction to
conceptual graphs. We then demonstrate how the normative model can be encoded with
conceptual graphs. The problem of permission derogation is tackled in Section 4.2, after
which we discuss related and future work.

2 Permissions and the Normative Model

Norms make different kinds of specification on a target agent’s behaviour. For exam-
ple, some norms specify what an agent should do (obligations), some what it should
not do (prohibitions), and some what it may do (permissions); our model focuses on
obligations and permissions. While obligations are well understood, permissions have
been defined very differently by different approaches in the past, and it is worth high-
lighting what we intend by them. One distinction made is between weak and strong
permissions [1]. Here, weak permissions are those that exist, in effect, by default (that
is, they are what one is free to do anyway), and are typically not considered to be norms.
Conversely, strong permissions are those issued by some authority that may not be over-
ridden by a lower level authority (in an institutional sense). Alternatively, a permission
may also be expressed as an explicit exception to an obligation [1]; by taking advantage
of a such a permission, what is otherwise considered a violation of an obligation is no
longer considered a violation. It is this latter view of permissions that we adopt here.

Understanding whether permissions have derogated obligations requires an unam-
biguous model in which we can evaluate whether each such norm applies in a given
system state. A complete formal description of our normative model is available else-
where [10]; in this paper, we outline the model, illustrating it with an example (adopted
from [3], but extended for this paper), in order that we can show how it is subsequently
used for computing permissions.

Consider the situation in which an agent Alice takes her car to a repair shop. The
repair shop provides a guarantee to its customers that any car will be repaired within
seven days of arriving at the shop. Clearly, the repair shop has an obligation upon it,
whenever a car arrives, to repair it within seven days. Furthermore, once this obligation
is fulfilled, the specific instance of this obligation is lifted, and the repair shop no longer
needs to repair the car. However, if a car is not yet repaired, the obligation remains on
the repair shop as long as the car is not repaired (even after seven days have passed).
Now, if a power failure occurs, the repair shop need not honour its original guarantee,



but will instead have an extra week to repair the car. Here, there is a second norm, which
provides a permission allowing the repair shop to temporarily ignore its obligation in a
specific situation.

From this example, we can associate a number of attributes with a norm. First,
norms have a type. In our example, we refer to an obligation and a permission, but
norms can also impose prohibitions. Norms also have an activation condition, identi-
fying the situation in which an obligation, permission or prohibition is imposed. In our
example, the obligation’s activation condition triggers when a car arrives at the repair
shop, while the permission triggers when a power failure occurs. Clearly, obligations
and prohibitions also impose some constraint on the entity affected by the norm. We
refer to this attribute as the normative condition. In our example, the obligation’s nor-
mative condition is the requirement that the car be repaired within seven days. For a
permission, the normative condition identifies the state of affairs that can hold without
an obligation or permission being considered violated. In the example, this allows the
car not to be repaired. Now, at some point in time, an obligation (or permission) ceases
to affect its target. In the example, once the car is repaired, the shop is no longer obliged
to repair it (in the case of the permission, once 14 days have passed, the permission is no
longer in force). Norms thus impose an expiration condition. Finally, norms affect spe-
cific entities within a system. Thus, Alice is not obliged to repair her car within seven
days, but the repair shop is obliged to do so. A norm must thus identify a set of norm
targets that are affected by it. Both the obligation and permission within the example
have the repair shop as their target.

It is important to distinguish between the guarantee that the repair shop makes to
repair a car within seven days of its arrival, and the obligation imposed upon it to repair
a specific car (for example, the car belonging to Alice) once it arrives. We refer to the
former as an abstract norm which, under a specific set of circumstances (such as the
arrival of a car at the repair shop) becomes an instantiated norm. This then obliges,
permits, or prohibits its target from seeing to it that some state of affairs holds. Clearly,
an abstract norm can be instantiated multiple times (perhaps simultaneously). For ex-
ample, multiple cars may arrive at the repair shop in one day. If a power failure occurs
during that day, the permission to repair the cars later applies to all of these cars, but not
to cars arriving later. Thus, instantiated norms are handled individually. In the case of
an obligation, one norm may be violated (if the associated car is not repaired in time),
while another may be discharged (if the associated car is repaired).

More formally, permissions and obligations refer to states and events in an envi-
ronment, in turn represented by some logical predicate language L, such as first order
logic. We represent a norm as a tuple of the form:

〈NormType,

NormActivation,

NormCondition,

NormExpiration,

NormTarget〉

where (i) NormType ∈ {obligation, permission}; and (ii) NormActivation , NormCondition ,
NormExpiration and NormTarget are all well formed formulae (wff ) in L. Thus, the



following abstract norm represents the requirement that a repair shop must repair a car
within seven days of its arrival at the shop1:

repair : 〈obligation,
arrivesAtRepairShop(X,Car, T1),

repaired(Car) ∨ (currentT ime(CurrentT ime) ∧ before(CurrentT ime, T1 + 7days)),

repaired(Car),

repairShop(X)〉

Similarly, the permission to delay the repair of a car can be written as follows:

delay : 〈permission,

powerFailure(X,T1),

¬repaired(C),

currentT ime(CurrentT ime) ∧ before(CurrentT ime, T1 + 14days),

repairShop(X)〉

For simplicity of presentation (and with some abuse of notation), we mix events and
states within norms. A more complex underlying language, such as the Event Calculus
[6], would allow us to disambiguate these concepts.

An instantiated norm is created from an abstract norm when the latter’s activation
condition evaluates to true (subject to further constraints as discussed in [10]). This
involves copying the abstract norm and binding the new norm’s variables to the values
that caused the activation condition to be true [10], which offers a logical semantics for
instantiation and processing of norms.

Now, if we assume that Alice’s car (represented by the constant c1) arrives at Bob’s
repair shop at time 12, the predicate arrivesAtRepairShop(bob, c1, 12) evaluates to
true. This predicate is the abstract repair norm’s activation condition, and when instan-
tiated, we obtain the following instantiated norm:

repair′ : 〈obligation,
arrivesAtRepairShop(bob, c1, 12),

repaired(c1) ∨ (currentT ime(CurrentT ime) ∧ before(CurrentT ime, 19)),

repaired(c1),

repairShop(bob)〉

It should be noted that an instantiated norm can still contain variables (for exam-
ple, CurrentT ime in repair’). These variables are bound, as appropriate, to identify
whether the norm’s expiration or normative conditions have been met. For example,
the CurrentT ime variable is bound, whenever the norm is evaluated, to the system’s
current time. However, an instantiated norm’s activation condition is always ground.

A norm’s status (instantiated or abstract, violated, expired, etc.) is monitored by
a normative environment, and can be referred to by other norms. (Further details can

1 Unless otherwise stated, we make use of Prolog notation within our formulae: variables begin
with an uppercase letter, and constants with a lowercase letter.



be found in [8], though space constraints limit further elaboration here.) For example,
a norm stating that “If the car has not been repaired after seven days, the client is
permitted to request a free repair”, could be written as:

〈permission,

violated(repair),

request(client(C), repairShop(X), repairCost(Car, 0)),

false,

client(C)〉

Here, the violated predicate refers to the norm’s status, evaluating to true only if
there is an instantiated repair norm whose normative condition is false, and there is
no permission that allows this normative condition to be false. The request function
represents a primitive communicative action, from the customer C to the repair shop,
asking for a free repair.

In this way, permissions interact with obligations by allowing the obligation’s nor-
mative condition to be false without the obligation being deemed to be violated. Impor-
tantly, when there is a large number of norms, the interactions between them can make
it extremely difficult for humans to determine those situations in which there are such
permissions. Our aim in this paper is to show how we may use conceptual graphs to
enhance human understanding of executing normative systems.

3 Representing Norms as Conceptual Graphs

3.1 Conceptual Graphs

Conceptual graphs were introduced by Sowa (cf. [11]) as a diagrammatic system of
logic with the purpose “to express meaning in a form that is logically precise, humanly
readable and computationally tractable” [11]. In this paper, we use the term “conceptual
graphs” to denote the family of formalisms rooted in Sowa’s work, and enriched and
extended with a graph-based approach (as in [2]).

A conceptual graph (CG) encodes knowledge within two graph-based representa-
tions. First is the basic ontology or vocabulary utilised by the CG, known as its sup-
port, and composed of hierarchies of concepts and relations. The support is visualised
via Hasse diagrams, for drawing a partial order, representing a specialisation relation,
t′ ≤ t, stating that t′ is a specialisation of t. Figure 1 illustrates the concept hierarchy
used in the car repair example, and Figure 2 illustrates the relation hierarchy. As can be
seen within Figure 2, relations are organised by arity.

Second, we encode all other knowledge in a graph labelled with nodes correspond-
ing to concepts and relations. Edges link concept nodes to relation nodes, labelled by
types of the support (also called the vocabulary). Concept nodes are drawn as rectan-
gles and relation nodes as ovals. An order is imposed on the edges, corresponding to
the k-ary relation captured by the relation node, by numbering the edges from 1 to k.
Figure 3 shows this type of basic graph (BG), expressing the fact that a car arrived at
the repair shop at a certain time. The ∗ character represents a generic variable.
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Fig. 1. Conceptual graph support: the concept hierarchy.

CGs have an associated set theoretic first order logic semantics, defined by a map-
ping Φ [11]. CGs are equivalent to the positive, conjunctive and existential fragment of
first order logic. More recent work has extended the basic CG formalism; for example,
[9] introduces some types of negation to CGs.

The fundamental theorem of conceptual graphs allows us to translate between first
order logic and conceptual graphs. More specifically, the fundamental theorem states
that, given two basic graphs G and H , there is a homomorphism from G to H if and
only if Φ(G) is a semantic consequence of Φ(H) and Φ(V ) where V is the vocabu-
lary. This result demonstrates the soundness and completeness of BG homomorphism
with respect to entailment in the subset of first order logic mentioned above. The con-
sequence of this theorem is that a homomorphism between two graphs is, in effect, an
explanation as to why logical subsumption takes place. Since such homomorphisms
can be represented graphically, this allows for visual representations of logical sub-
sumption. Such a graphical representation of an explanation is a unique feature of CGs,
and an alternative logic-based graphical representation language would have to include
a separate explanation layer in addition to the representation layer itself.

3.2 From Norms to Conceptual Graphs

By encoding structured knowledge graphically, CGs can provide a way to depict and
interpret the states that norms go through; that is, whether they have been activated,
violated, fulfilled, or expired. Then, by connecting depictions of permissions and obli-
gations, we can understand whether an obligation has truly been violated, or whether a
permission derogates this under current circumstances.

In modelling norms with CGs, one complexity we face is that norms can sometimes
be fulfilled by multiple different actions, events or states. Intuitively, if these condi-
tions are separated by disjunctions they will be evaluated in a tree-like structure by the
norm environment reasoner. We make this structure explicit by depicting the norms in
a tree like structure, with every level of the tree corresponding to one type of condi-
tion in the norm. Moreover, at every level, we break the condition into a disjunction of
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1

2

3

Fig. 3. A generic basic conceptual graph fact.

positive first order logic conjunctions. This representation ensures that the normative
reasoning is sound and complete with respect to a particular kind of path finding in the
norm tree (finding at least one satisfied level node). In what follows, we assume that
a norm’s target is a conjunctive formula (and can thus be represented as a CG). Now,
when instantiated, a norm’s activation condition becomes fixed, and its normative and
expiration conditions are used to determine its status. This suggests that a tree structure
can be used to represent a norm, and we proceed to define such a structure, referred to
as a norm tree.

A norm tree represents both abstract and instantiated norms. Its root is associated
with the entire norm (more specifically, its type and target), while the remaining lev-
els represent different portions of the norm. Nodes in the second level are associated
with the activation condition, nodes in the third level are associated with the norma-
tive condition, and nodes in the fourth level with the expiration condition. Each of the



nodes within the tree has an associated CG representation of its content, as illustrated
in Figure 4.

<NType
ACi
NCj

EC1∨EC2∨EC3
NT>

Fig. 4. A conceptual representation of a norm tree.

Given this, different branches of the norm tree can be used to represent disjunctive
conditions within a specific norm attribute. Thus, for example, a norm with a normative
condition of the form a ∨ b would have two branches at the norm tree’s third level. As
indicated above, we assume that the norm target parameter consists of a conjunctive
combination of predicates (in other words, a norm is associated with a specific group
of individuals rather than applying to some subgroup or another), and that all other
parameters (except for norm type), may contain disjunctions. In this way, in order to
represent the norm as a norm tree, we transform all its attributes into disjunctive normal
form, to get a norm represented as follows:

〈Type,
∨

i=1,a

ACi,
∨

j=1,c

NCj ,
∨

k=1,e

ECk, NT 〉 (1)

where ACi, NCj , ECk and NT are all conjunctive first order formulae so that, for
example, AC =

∨
i=1,aACi. Furthermore, by assuming negation as failure we can

ensure that all of these formulae are positive (by introducing an explicit predicate for
negation), and can therefore represent each as a conceptual graph, defined on some
given support (i.e. the domain ontology).

Given a norm N in disjunctive normal form as in (1) above, we define its norm tree
as a tree for which each node contains a norm and is labelled by a CG as follows:

1. The root node of the tree contains norm N and is labelled by a CG identifying the
norm’s type and targets (i.e. Type and NT ).

2. The root node has a child nodes (i.e. nodes at level one), where, for i = 1 . . . a,
child node i is labelled with the CG representing ACi and contains a norm N i of
the form:

〈Type,ACi,
∨

j=1,c

NCj ,
∨

k=1,e

ECk, NT 〉



3. Each node at level two, which is a child of N i, and is labelled with a CG represent-
ing NCj , contains a norm N ij for j = 1 . . . c of the form:

〈Type,ACi, NCj ,
∨

k=1,e

ECk, NT 〉

4. Each node at level three, which is a child of N ij , and is labelled with a CG repre-
senting ECk, contains a norm N ijk for k = 1 . . . e of the form:

〈Type,ACi, NCj , ECk, NT 〉

3.3 Example

Consider the norm utilised in our car repair example, which obliges the repair shop to
repair a car within seven days of its arrival. The left hand side of Figure 5 illustrates
the norm tree that is associated with this norm. For simplicity, we have ignored the
norm target parameter, assuming that it is present in the root node. The dotted line
between the nodes and the CGs identify which nodes are labelled with which CGs. It
should be noted that the function relation, found in the right hand normative condition
node, is used to compute whether the current time is greater than 7 days from the time
the car arrived for repair. This is used to simplify the CG shown in the figure; within
a complete system, this CG would make use of an arithmetic function to add 7 days
to the car’s arrival time, and then make use of the an additional function or predicate
to compare the current time to the deadline and determine whether the car has been
repaired in time.

The right hand side of Figure 5 illustrates the norm tree for the permission found in
our example. Since no disjunctions exist within the activation, expiration and normative
conditions, this norm tree has no branches.

4 Permissions in Conceptual Graph Norms

Having described how norms can be represented as norm trees, we now turn our atten-
tion to computing the status of a norm. In [10], we defined a number of different kinds
of norm status, such as identifying whether a norm is instantiated, being complied with,
expiring, etc. Many of these can be computed by checking for the existence of projec-
tions between the facts in the environment and the conceptual graph annotations of the
norm tree. However, determining whether some obligation or prohibition n is violated
requires examining not only the norm tree for n, but also any permissions that allow
for this situation to occur. In this section, we describe how a norm is instantiated and
how norms can be evaluated by examining only its norm tree, and then we turn our
attention to norm violation and the interactions between obligations, prohibitions and
permissions.

4.1 Projections on CG Norms

So far we have described only how abstract norms can be represented as norm trees,
but we can illustrate how norms are instantiated by examining what occurs in our car



Obligation:*

RepairShop:*

Car:*

Time:*

arrivesAtRepairShop

Car:* repaired

Time:*

CurrentTime:*

DataType:7

function

Car:* repaired Car:* repaired

Time:12

CurrentTime:
TimeStamp

DataType:14

function

Car:c1 ¬repaired

Permission: P1

RepairShop:* powerFailure

Time:*

Fig. 5. The norm tree for the abstract obligation norm (left) and abstract permission norm (right)
found in the repairshop example.

repair example when there is a power failure at the repair shop. In such a situation,
the new fact powerFailure(bob, 12) is added to the knowledge base, stating that there
is a power failure at Bob’s repair shop at time 12, which delays the repair by 7 days
(extending from 7 to 14).

The new fact projects onto the norm’s activation condition CG annotation. This
mapping thus instantiates some of the generic nodes in the various CGs, obtaining the
instantiated norm illustrated in Figure 6. For clarity, we colour CG nodes grey within
instantiated norms and white within abstract norms. Note that the norm’s type now
refers to a specific instance of normN , namely P1. Note, too, that multiple instantiated
versions of the same abstract norm can exist in the system simultaneously. However,
each of these will have a different set of variable bindings, and thus a different CG
associated with the norm tree.

Similarly, we can evaluate norms in relation to their satisfaction or expiration, for
example. Consider the norm tree shown in Figure 7, containing a mixture of black and
grey nodes, the latter of which correspond to nodes that have been satisfied or, in other
words, to nodes for which there is a projection between the environment (on the right
of Figure 7) and the corresponding CG annotation. Black nodes are those that are not
satisfied2. Thus, for example, there is no projection between the node representing the
expiration condition (which states that car c1 is repaired) and the CG on the right of the
figure, which represents the facts in the knowledge base. If, at some later point, the car
is repaired, these black nodes will instead become grey. From the colour, we can infer
that the norm is instantiated, its norm condition is satisfied (as there is at least one node
at the norm condition level that is not black), and it has not expired.

2 It should be noted that the example of Figure 7 is very simple, and was selected for its ease of
understanding. It does not demonstrate the inferential power of CGs.



Time:12

CurrentTime:
TimeStamp

DataType:14

function

Car:c1 ¬repaired

Permission: P1

RepairShop:bob powerFailure

Time:12

Fig. 6. The norm tree for an instantiated norm found in the repairshop example.

4.2 Computing Violation with Permissions

One critical norm aspect which cannot be computed directly form the norm’s norm
tree is whether the norm is violated or not. This is because of the way in which we treat
permissions.

In [1], the authors point out that permissions can be viewed as exceptions to obli-
gations and prohibitions, and this is how permissions are handled by our model. Thus,
for example, given an obligation on the repair shop to repair a car within 7 days, a
permission to instead repair the car within 14 days derogates the obligation. While the
obligation may not be complied with (because the car may not be repaired within 7
days), the repair shop will not be in violation of the obligation unless 14 days have
expired.

Permissions thus do not exist in isolation, but instead act as exceptions to other types
of norms. This means that in evaluating whether an obligation or prohibition is violated,
one must consider not only the possibly violated norm itself, but also the permissions
present in the system. Given a large normative system, identifying the appropriate per-
mission that may cause a violation not to occur can be challenging. Our visual approach
can help overcome the cognitive load imposed by this problem by highlighting the ap-
propriate permission(s) preventing a norm from being violated.

If a power failure occurred at time 14, then the (instantiated) permission allowing
Bob to repair car c1 within 14 days (i.e. by day 28) is written as follows:

〈permission,

powerFailure(bob, 14),

¬repaired(c1),
currentT ime(CurrentT ime) ∧ before(CurrentT ime, 28days),

repairShop(bob)〉
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Fig. 7. A norm tree evaluated according to the knowledge base shown on the right.

Conceptually, in order to determine whether an instantiated and un-expired permis-
sion derogates an obligation or prohibition, we must check whether the permission’s
norm condition is consistent with the obligation. If it is not consistent, in the sense that
the permission allows the negation of the obligation, then derogation takes place, oth-
erwise the permission does not affect the obligation. In our example, ¬repaired(c1) is
inconsistent when evaluated against repaired(c1), and the permission thus derogates
the obligation. This check for consistency thus lies at the heart of our work. Clearly,
such a consistency check requires the ability to represent and reason about the nega-
tion of a relation. However, the standard CG formalism is unable to represent such
negated relations, and we make use of an extension to CGs first proposed by Mugnier
and Leclère to show how the consistency check can be performed from within the CG
formalism. Their approach computes the completed form of a conceptual graph G (es-
sentially, adding in explicitly negated relations that were previously implicitly negated
by omission); that is, the CG that “defined over a support S, is the unique CG obtained
from G by adding all possible negative relations” [9, Definition 9]. Thus if we don’t
know that a car has been repaired, we now explicitly state that it has not been repaired.
Due to space constraints, rather than provide full details of this approach, we refer the
reader to the original work by Mugnier and Leclère.

Given this completed CG, if the permission’s normative condition cannot be pro-
jected into the CG (because the car has in fact been repaired, for example), the permis-
sion derogates the obligation (or rather, that node in the norm tree for which the CG
projection is unsuccessful, which will not be coloured black). The permission, and rel-
evant concepts and relations that derogate the permission can then be displayed to the
user to explain why the norm is not in violation. If, on the other hand, the permission is
not relevant to the obligation, then a violation occurs, and the violated norm can again
be highlighted in order to show the user its status. Given a norm tree for an (instantiated,
unexpired) obligation N , the norm it represents is thus violated if and only if all of its
nodes at the normative condition level are coloured black.



Figure 8 illustrates the derogation of an obligation by a permission. Dashed lines
indicate links between the concepts and relations found in the two nodes, and the nor-
mative condition node marked with a grey node with a black centre in the obligation
indicates that the node, while evaluating to false, is derogated by a permission. From
the figure, it is clear that the obligation is not violated. Note that the permission’s ac-
tivation condition node is black. We assume that while a power failure occurred in the
past (instantiating the permission), there is currently no power failure.

Obligation:N1

RepairShop:bob

Car:c1

Time:12

arrivesAtRepairShop

Car:c1 repaired

Time:12

CurrentTime:
TimeStamp

DataType:7

function

Car:c1 repaired Car:c1 repaired

Time:12

CurrentTime:
TimeStamp

DataType:14

function

Car:c1 ¬repaired

Permission: P1

RepairShop:bob powerFailure

Time:*

Fig. 8. A norm tree for a permission (left), and obligation (right) evaluated according to some
knowledge, showing how the permission derogates the obligation.

4.3 Case Study

To illustrate the overall framework, we consider an additional scenario in which rapid
response medical units must perform some duties when an emergency situation occurs.
These units have the following obligation:

“If a state of emergency has been declared, a rescue unit is obliged to travel
to a casualty, and then pick them up, or provide them with medicine until they
have no more space and are out of medicines”.

Formally, this obligation is represented as follows:

〈obligation,
stateOfEmergency() ∧ casualty(C),

travel(U,C) ∧ (collect(U,C) ∨medicate(U,C)),

noSpace(U) ∧ noMedicine(U),

rescueUnit(U)〉



T

Dead

RescueUnit Casualty

Entity StateOfEmergency Permission Obligation
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Concept Norm statusChange

(Norm)
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(Norm)

expired
(Norm)
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(Norm)

noSpace
(RescueUnit)

domainRelations
(DomainConcept)
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T(T,T)

collect
(RescueUnit,
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medicate
(RescueUnit,

Casualty)

Fig. 9. The CG support composed of the concept hierarchy (left) and relation hierarchies (right).

The disjunctive normal form of the obligation’s normative condition is:
(travel(U,C) ∧ collect(U,C)) ∨ (travel(U,C) ∧medicate(U,C)).

Given this, we assume a very simple permission representing casualty triage: “If the
casualty is dead, there is no need to medicate them”. Formally, this is as follows:

〈permission, dead(C),¬medicate(U,C), false, rescueUnit(U)〉

In order to construct the norm tree, we begin by identifying the concepts and rela-
tions found in this scenario, where the concepts include StateOfEmergency , Casualty ,
RescueUnit ,Dead , and the relations include travel , collect ,medicate, noSpace and
noMedicine. These concepts and relations yield the support displayed in Figure 9, and
the abstract norms illustrated in Figure 10.

Obligation:*

StateOfEmergency:*

Casualty:*

RescueUnit:* ¬medicate

Permission:*

Dead:*

Casualty:*

RescueUnit:*

travel

collect

Casualty:*

RescueUnit:*

travel

medicate

RescueUnit:*
noSpace

noMedicine
RescueUnit:*

noSpace

noMedicine

Casualty:*

⊥

Fig. 10. The abstract norm trees.



Now assume that a state of emergency exists, and that a dead casualty c1 has been
detected by a rescue unit r1. Furthermore, r1 has space and medicine available. Given
that the rescue unit has not travelled to the casualty, collected it, or provided medicine,
is it in violation of its obligation?

Casualty:c1

RescueUnit:r1

travel

medicate

Casualty:c1

RescueUnit:r1

travel

collect

¬collect ¬medicate

RescueUnit:r1 ¬medicate

Casualty:c1

Fig. 11. The completed form of the obligation’s normative condition (top left and top right), with
the projection of the permission’s normative condition.

In order to determine this, we must compute the complete CG of the instantiated
obligation’s normative condition. Figure 11 shows the completed form of the graph for
both the left and right hand branches of the instantiated obligation norm tree’s norma-
tive condition nodes. The dotted lines within Figure 11 illustrate that the permission’s
normative condition projects into the obligation’s right hand branch normative condi-
tion. However, no such projection is possible into the left hand branch. Therefore, the
permission derogates the left hand branch of the obligation’s norm condition, and the
norm is not violated. This is shown in Figure 12.

Obligation:O1

StateOfEmergency:e

Casualty:c1

RescueUnit:r1 ¬medicate

Permission: P1

Dead:c1

Casualty:c1

RescueUnit:r1

travel

collect

Casualty:c1

RescueUnit:r1

travel

medicate

RescueUnit:r1
noSpace

noMedicine
RescueUnit:r1

noSpace

noMedicine

Casualty:c1

⊥

Dead:c1

StateOfEmergency:e

Domain Facts

Fig. 12. Norm instantiation according to the domain facts.



5 Conclusions

Our approach to aiding understanding of the effects of norms in a multi-agent sys-
tem brings together several ideas. First, norms do not apply equally through a system’s
lifetime, but start and cease to place expectations on agents, possibly multiple times
through the system lifetime. Second, understanding the effects of an individual norm
is inadequate in cases in which multiple norms may interact. Third, a representation
of norms adequate for those norms to be reasoned over or monitored by software is
not necessarily ideal for explanation to users. While there is already work applicable to
each of these three issues, cosnidering all three together is necessary to provide effective
explanation of real system behaviour.

With regard to the applicability of norms over time, we note that the focus of much
research on norms lies in identifying the properties of a norm or normative system at
some specific point in time so that, while the conditional nature of norms has long been
recognised, properties such as the ability of a norm to expire have been ignored. An
exception to this is work by Governatori et al. [4], who propose a defeasible logic based
approach to norm representation, allowing a norm to expire by having it be defeated
once some deadline is reached, although such an approach makes it harder for a norm
to be instantiated again if needed (a defeater to the defeater must be introduced).

The problem of detecting interactions between norms has been explored from dif-
ferent perspectives (derogation, contrary-to-duty norms, overriding obligations, unin-
tended conflicts, etc.), and it is clear that, as a whole, the problem of identifying in-
teractions with a large set of norms is challenging. This problem is exacerbated by
considering the first issue above: norms apply in particular circumstances and so their
interaction depends on the current situation. Detecting how norms could interact to af-
fect agents’ behaviour is often not as helpful as understanding how they actually do
affect that behaviour.

Little existing work deals with norm explanation, instead assuming that the system
is fully and correctly automated (thus requiring no explanation), or that the user has
sufficient technical knowledge to be able to understand the norm’s representation and
interactions. Even in the latter case, a more intuitive, graphical explanation may be
advantageous when trying to reason about complex interactions between large groups
of norms. One notable exception to the dearth of work regarding norm explanation lies
in [7]. Here, Miles et al. attempt to explain the causes of norm violation by making
use of a causal graph. This explanation is then fed into a policy engine that attempts to
determine whether there are some mitigating circumstances for the violation. If these
are present, penalties against the violator can be ignored or reduced. However, the work
does not deal with the underlying semantics of norms, and thus cannot aid the user in
determining whether a violation actually took place.

In this paper, we have combined a rich norm model with a graphical model of norms
using concept graphs to explore how derogation of obligations through permissions can
be visually depicted for users as a system executes. In [3], a number of possible direc-
tions for further work were proposed, which are also relevant here. First, and most crit-
ical, this involves undertaking user studies of our system in order to determine whether
the visual representation can enhance system understanding, as suggested by [2]. Sec-
ond, the formal semantics of conceptual graphs allows for inference over CGs using



projection; in principle, this could be extended to allow a user to detect and understand
normative conflict. Projection can also act as a similarity measure, and can thus be ap-
plied to determining the trustworthiness of contracts (as encoded by groups of norms)
along the lines suggested by Groth et al. [5]. Finally, we have focused on the status of
norms at a single point in time; we plan to investigate how our approach can aid in ex-
plaining interactions not only between simultaneously active norms, but also how they
can be used to identify and explain temporally distributed normative interactions.
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